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Abstract

The first part of this dissertation is about issues relating to the self-sampling assumption, the idea that you should (in some cases at least) reason as if you were in some sense a random sample from the set of all intelligent observers. Existing arguments for adopting this assumption are critically examined together with some novel ones. It is shown that one’s position on the self-sampling assumption has important consequences for what empirical implications one can derive from many-worlds cosmologies as well as for the debate surrounding the appearance of fine-tuning and the controversy over the Doomsday argument. It is also shown that one common objection against the many-worlds interpretation of quantum mechanics presupposes a version of the self-sampling assumption. There has been a great deal of muddled thinking in these areas and on the related topics of randomness, surprisingness and old evidence. This is probably due to the fact that the issues get quite complex once one starts thinking carefully about them. A theory of “anthropic reasoning” (for lack of a better term) is needed. This thesis attempts to develop one, using a broadly Bayesian framework. Various concrete applications are discussed.

The second part of the thesis is about objective chance. The notion of objective chance has proved highly resilient to various attempts to analyze it, and all the traditional theories of chance are plagued by well-known problems. One interesting alternative interpretation is the one by David Lewis. His definition is compatible with Humean Supervenience but it is more sophisticated than the actual frequency interpretation. Central to Lewis’ theory is the Principal Principle, which connects chances to reasonable credence. I argue that while Lewis’ theory has considerable merit, is also has some defects that mean it cannot be accepted as a complete account of chance. However, I suggest it is possible to do better by taking the Principal Principle even more seriously than Lewis does. I develop a subjectivist theory of objective probability. It is subjectivist in the sense that just as in Lewis’ theory, the notion of reasonable credence function plays a central part. But the chances defined are objective in two crucial ways: they don’t depend on what anybody happens to think, and they are such that every reasonable person would agree about them given suitable information. This theory is compatible with Humean Supervenience, so no problematic metaphysical assumptions are made. It gives non-trivial chances even in deterministic universes (although what I call “fundamental physical chances” will all be zero or one in such cases). And it is possible to deduce the Principal Principle from the theory, in contrast to Lewis’ approach where the Principal Principle has to be adopted as an independent postulate without justification.
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PART I

Observational self-selection

Anthropic principles are used by contemporary cosmologists to derive observational predictions from theories like stochastic inflation which entail the existence of an ensemble of universes. Anthropic coincidences are used by some theists to argue for the existence of a Creator. Others point to anthropic reasoning as providing a counterargument to the cosmological argument for God’s existence. Anthropic constraints have been used to predict how many critical steps there were in the evolution of intelligent life on Earth. The Doomsday argument, using a form of anthropic reasoning, that the risk that the human species will go extinct fairly soon has been greatly underestimated. One main objection against the Many-Worlds Interpretation of quantum physics depends on its force on an implicit appeal to an anthropic principle.


Over twenty “anthropic principles” have been formulated and many of them have been defined several times over – in nonequivalent ways – by different authors. Some reject anthropic reasoning out of hand as representing an obsolete and irrational form of anthropocentrism. Some hold that anthropic inferences rest on elementary mistakes in probability calculus. Some maintain that at least some of the anthropic principles are tautological and therefore indisputable. Tautological principles have been dismissed by some as empty and therefore of no interest or ability to do explanatory work. Others have insisted that like some results in mathematics, though analytically true, anthropic principles can still be interesting and illuminating. Others still purport to derive empirical predictions from these same principles and regard them as testable hypotheses.


One metalevel reason for thinking that there is something to it is that anthropic reasoning is apparently used and taken seriously by a range of leading physicists and cosmologists. It would be surprising if this bunch of hardheaded scientists were just blowing so much hot air. I hope show that if one peels away extraneous principle, misconceptions, various fallacies and misdescriptions, one can indeed find at the core a set of interesting and useful insights that vindicates this suspicion.

It is interesting that so many different and opposing things can all have been marshaled under the ‘anthropic’ banner. Partly this is due to the philosophical opaqueness of its early formulations and to unfortunate terminological choices. Partly it is due to muddled thinking combined with the well-known capacity for probability theory to generate results that are counterintuitive to some people. But in part it is also due to genuine difficulties intrinsic to this kind of reasoning, some of which are still unresolved. One advantage of having a theory of anthropic reasoning is that we shall be able identify which of its applications uses problematic assumptions and to explicitly state what those assumptions are. But although much useful philosophical analysis of anthropic reasoning has already been done, constructing a theory of anthropic reasoning cannot be done by merely assembling what is already there. Many of the arguments and principles needed do not yet exist and will have to be invented here as we go along. Also, several erroneous doctrines in the literature need be refuted and corrected.

The anthropic principle is a gold mine for philosophers. Few philosophical subject matters are so rich in important empirical implications, touches on so many fascinating scientific questions, or contains so many conceptual and methodological confusions to be sorted out.


A good place to start may be to go over some of the formulations of anthropic principles that can be found in the literature, and see why many of them fail to express what we need to conduct fruitful forms of anthropic reasoning. This will clear the way for a more adequate formulation, which can then form the basis for our further investigations.

CAPTER 1

What is the anthropic principle?
The anthropic principle as expressing an observational selection effect

The anthropic principle has to do with observational selection effects. A simple example of a selection effect is if you try to catch fish with a net that doesn’t catch fish shorter than 20 cm. If you use such a net to catch a hundred fish and they all turn out to be 20 cm or longer, then obviously you are not entitled to take this as evidence that the minimum length of fish in the lake is about 20 cm.


In 1936, The Literary Digest took a phone poll to predict the outcome of the presidential election. Alf Landon was found to be the most popular candidate among the consulted, and so it was predicted that he would win. The prediction, however, failed to take account of an important selection effect due to the fact that many people did not have telephones at that time. Especially the poor tended to lack telephones and this group also tended to support the rival candidate, Theodore Roosevelt (who won a landslide victory). A methodologically more sophisticated forecast would either have interviewed a more representative sample or at least factored in known selection effects.


Or to take yet another example, suppose you’re a venture capitalist wanting to know what the average growth rate is for companies in the first year after their inception. You wouldn’t get a very reliable estimate by simply selecting a hundred companies randomly from the Yellow pages in the phone book and use the data from these companies. It is not uncommon for new companies go bankrupt in their first few years and those who do are much less likely to be listed in the yellow pages. The companies you find there are typically several years old and can be expected to have performed substantially above average in their first year.


In these three examples, a selection effect is introduced by the fact that the instrument you use to collect data (a fishing net, a phone poll, the Yellow pages) only samples from a proper subset of the class of entities you are interested in. No different in principle are selection effects introduced not by limitations of some measurement device but by the fact that all observations require the existence of an appropriately positioned observer. The data we have is filtered not only by limitations in our instruments but also by the prerequisite that somebody is there to “have” the data yielded by the instruments (and to build the instruments in the first place).

For instance, we find that intelligent life evolved on Earth. It would be a mistake to infer from this that life is likely to evolve on most Earth-like planets. For however small the proportion of all planets that evolved intelligent life, we will find ourselves on a planet that did. (Or we will trace our origin to a planet where intelligent life evolved, in case we are born in a space colony.) The data point – that intelligent life evolved our planet – is predicted equally by the hypothesis that intelligent life is very improbable (even on Earth-like planets) as by the hypothesis that intelligent life is probable on Earth-like planets. This data point therefore does not distinguish between the two hypotheses, provided that on both hypotheses intelligent life would have evolved somewhere. (On the other hand, if the “intelligent-life-is-improbable” hypothesis asserted that intelligent life was so improbable that is was unlikely to have evolved anywhere in the whole of cosmos, then the datum that intelligent life evolved on Earth would count against that hypothesis. For this hypothesis would not have predicted our observation; in fact, it would have predicted that there would have been no observations at all.)

Notice that we are here understanding the explanandum – that intelligent life evolved on our planet – in a non-rigid sense. If we took the explanandum to be, why did intelligent life evolve on this planet (where “this planet” is used as a rigid designator) then the hypothesis that intelligent life is quite probable on Earth-like planets would indeed give a higher probability to this explanandum. We shall discuss later in detail whether that is the right way to understand the problem (as a few authors have suggested ([White, 1999 #160][Hacking, 1987 #117])); I will argue it isn’t.

Notice also that the impermissibility of inferring from the fact that intelligent life evolved on Earth that intelligent life probably evolved on a large fraction of all Earth-like planets does not hinge on the fact that the evidence in this example consists of only one data point. Imagine that we had telepathic abilities and could communicate directly with all other intelligent life that exists in cosmos. Suppose we ask all the aliens, did intelligent life evolve on their planets too? Obviously, they would all say: Yes, it did. But equally obviously, this would still not give us any reason to think that intelligent life develops easily. We only asked about the planets where life did in fact evolve (since those planets would be the only ones which would be “theirs” to some aliens), and we get no information whatever by hearing the aliens confirming that life evolved on those planets. An observational selection effect vitiates any attempt to gain information by this procedure about how improbable life is to evolve. Other considerations would have to be brought to bear to estimate that. (If all the aliens also reported that theirs’ was some Earth-like planet, this would suggest that intelligent life is unlikely to develop on planets that are not Earth-like – for otherwise some aliens would likely have developed on non-Earth like planets too. But it does not tell us whether the evolution of intelligent life on an Earth-like planet is likely or not.)


One of the main applications of anthropic reasoning is to provide a possible (not necessarily the only) explanation of why the universe appears fine-tuned for intelligent life, in the sense that if any of various constants or initial conditions would have been even very slightly different then life as we know it would not have existed. We will briefly review later what evidence there is for fine-tuning. The basic idea here is that the totality of spacetime might be very huge, and it may contain different regions in which the values of fundamental constants and other conditions differ in many ways. (We might also have independent grounds for thinking that that is true.) If this is the case, then we should not be amazed to find that in our own region physical constants and conditions are appear “fine-tuned”. Due to an observational selection effect, only such fine-tuned regions are observed. Observing a fine-tuned region is precisely what we should expect if this theory is true, and so it can potentially account for available data in a very neat and simple way, without having to assume that conditions just happened to be “right” through some immensely lucky – and arguably a priori extremely improbable – cosmic coincidence. It also provides an alternative to the hypothesis that our universe was deliberately designed with the intention that it be life containing, by some sort of Creator. Nonetheless, there are some skeptics would doubt the meaningfulness of or need for an explanation of this datum, and we shall examine these skeptics’ arguments in later sections. There are also very interesting and challenging difficulties – some of them technical, some more “philosophical” – in working out the details of an anthropic methodology for this kind of multiple-universe theorizing.


Although the name “anthropic principle” and the more sophisticated and intricate applications of this principle are less than three decades old, the basic idea of observational selection effects as an important methodological constraint goes back much further. For example, some of the core elements in Kant’s philosophy, about how the world of our experience is conditioned on the forms of our sensory and intellectual faculties, may not be completely unrelated to modern ideas of observational selection effects, although there are fundamental differences too. (A historical comparison with Kant’s philosophy is outside the scope of this thesis.) Certainly in Hume’s Dialogues Concerning Natural Religion, we can find early expression of some ideas of anthropic selection effects. More recently, we have an interesting application in the foundations of statistical mechanics, relating to the direction of time, that is still relevant today.


In very rough outline, the problem is this. The direction of time’s arrow appears to be connected to the fact that entropy increases in the forward time-direction. Now, if one assumes, as is commonly done, that low entropy corresponds in some sense to low probability, then one can see that if a system starts out in a low-entropy state then it will probably evolve over time into a higher entropy state (which after all is a more probable state of the system). The problem of explaining why entropy is increasing is thus reduced to the problem of explaining why entropy is currently so low. This would appear a priori improbable. However, Boltzmann pointed out that in a sufficiently large system – and the universe may be such a system if it extends far beyond what we have observed, as it may well do – there will be (with high probability) local regions of the system, let’s call them subsystems, which are in low-entropy state even if the total system as a whole is in high-entropy state. (Think of it like this: in a sufficiently large container of gas, there will be some regions where all the gas molecules in that local region are lumped together in a small cube or some other neat pattern. That is probabilistically guaranteed by the random motion of the gas molecules in the container and the fact that it is so large.) Thus, the Boltzmann argued in 1895 (see [Sklar, 1993 #193], p. 43), in a large enough universe, there will be some region and some times when just by chance the entropy in that region happens to be exceptionally low. Since life can only exist in a region if that region has very low entropy, we would naturally find that in our part of the universe, entropy is very low. Since low-entropy subsystems are very likely to move towards higher-entropy states, we thus have an explanation of why entropy is currently low and increasing. Observational selection guarantees that we observe a region where that is the case, even if such regions are extraordinarily sparse in the bigger picture.


A standard objection against Boltzmann’s account is equally interesting from an anthropic point-of view. It was noted that the scarcity of local regions with low entropy increases rapidly as we consider regions of greater size. Thus very small regions of low entropy are quite common, but larger regions with low entropy are extremely rare. Now, the region we have actually observed to have low entropy is very, very large – much larger than would seem to have been necessary for it to be able to contain intelligent life. If we were inhabiting a region that had low entropy merely as a result of a statistical fluke, we would have expected to have inhabited a much smaller low-entropy region, embedded in high-entropy surroundings. Although a few large low-entropy regions would exist, and a few observers would exist in such regions, the vast majority of observers would be living in the much more common smaller-sized low-entropy regions. If Boltzmann’s theory were correct, we should thus have expected to observe one of these smaller low-entropy regions instead of the very large low-entropy region which we do in fact observe. The theory is therefore not supported by our observations. The original anthropic inference that motivated Boltzmann’s theory is thus refuted (probabilistically but with extremely high probability) by a more careful application of the anthropic principle. We see here (and this will be borne out in many further examples) that anthropic reasoning requires a non-trivial degree of methodological sophistication.


As a first step towards developing a methodology of anthropic reasoning, let’s consider the question of what the so-called ‘anthropic principle’ is and how it should be defined. As was remarked in the introduction, there are over twenty principles that have been called ‘anthropic’. They form a motley family, to put it mildly. Indeed, it would be more correct to call them a set, for there is not even a family resemblance between many of these principles – many of them are rather, one is tempted to say, bastard principles that are usurping and ruining the name for its more worthy bearers. (A comprehensive list of ‘anthropic principles’ occurring in the literature in provided in an appendix). Here we will focus on the most influential formulations and consider which of them – if any – gives an adequate description of the core idea involved in intelligent forms of anthropic reasoning.

Brandon Carter’s original definitions

The term “anthropic principle” was coined by Brandon Carter, whose conception of it consequently has some relevancy if we are trying to determine an appropriate way of using the term. In his seminal 1974 paper, he defined it

… to the effect that what we can expect to observe must be restricted by the conditions necessary for the our presence as observers. ([Carter, 1974 #122], p. 126)

I will argue that Carter’s concept of the anthropic principle, as evidenced by the uses to which he put it, is a highly appropriate and useful one. His definitions and explanations of it, however, are rather vague. Although Carter himself was never in any doubt as to how to understand and use the principle, he did not manage to explain it in a philosophically transparent enough manner to enable all his readers to do the same.


The trouble starts already with the name. Anthropic reasoning has nothing in particular to do with Homo sapiens. Calling the principle ‘anthropic’ is therefore misleading, and has indeed misled some authors (e.g. [Gould, 1985 #2], [Worrall, 1996 #108], [Gale, 1981 #192]). Carter now kicks himself for not using a different name ([Carter, 1983 #1]). He suggests that maybe “the psychocentric principle”, “the cognizability principle” or “the observer self-selection principle” would have been better – although he recognizes that at this stage it is probably too late for terminological reform. Anyway, making sure to emphasize that the anthropic principle concerns intelligent observers in general and not specifically human observers should be enough to prevent misunderstandings on this point.


Carter introduced two versions of the anthropic principle, one strong version (SAP) and one weak (WAP). He defined the WAP as follows:

… to the effect that we must be prepared to take account of the fact that our location in the universe is necessarily privileged to the extent of being compatible with our existence as observers. (p. 127)

And SAP states that:

… the Universe (and hence the fundamental parameters on which it depends) must be such as to admit the creation of observers within it at some stage. (p. 129)


Carter’s formulations have been attacked for being mere tautologies (and therefore incapable of doing any interesting explanatory work whatever), or alternatively for being widely speculative (and lacking any empirical support). Often WAP is accused of the former and SAP of the latter. I think we have to admit that both these readings are possible, since both WAP and SAP as stated are very vague. WAP says that we have to “be prepared to take into account” the fact that our location is privileged, but it does not specify how we are to take account of that fact. SAP states that the universe “must” admit the creation of observers, but it does not specify the what the force of this “must” is. We get a very different meaning depending on whether we understand the “must” as merely underlining what is entailed by available data (“the Universe must be life-admitting – present evidence (about our existence) implies that!”), or we instead understand it in some stronger sense as alleging some kind of prior metaphysical or theological necessity, for example. In the first sense, the principle is indisputably true; but then the difficulty is to explain how this trivial statement can be useful or important. In the second sense, we can see how it could be contentful (provided we could make sense of the intended notion of necessity); but then the difficulty is to provide some reason for why we should think it true.


John Leslie ([Leslie, 1989 #8]) has provided some illuminating explications which point to what is the best way forward:

John Leslie’s explications

Leslie argues that AP, WAP and SAP can all be understood as tautologies and that the difference between them is often purely verbal.


In Leslie’s explication, AP simply says that:

Any intelligent living beings that there are can find themselves only where intelligent life is possible. (Leslie [1989], p. 128)


WAP then says that, within a universe, observers find themselves only at spatiotemporal locations where observers are possible. SAP says that observers find themselves only in universes that allow observers to exist. The universes referred to here are roughly: huge spacetime regions that might be more or less causally disconnected from other spacetime regions. Since the definition of a universe is not sharp, nor is the distinction between WAP and SAP. WAP talks about where within a life-permitting universe we should expect to find ourselves, while SAP talks about in what kind of universes in an ensemble of universes we should expect to find ourselves. On this interpretation, the two principles are fundamentally similar, differing merely in scope or focus.


The question that immediately arises, hasn’t Leslie trivialized anthropic reasoning with this definition of AP? Not necessarily. Whereas the principle itself is now a tautology, the invocation of it to do explanatory work is dependent on nontrivial assumptions about the world. Rather than saying that the truth of AP is problematic, we say its applicability is problematic. That is, it is problematic whether the world is such that AP can play a part in interesting explanations and predictions. For example, the explanation of why our universe appears to be fine-tuned for intelligent life (outlined above) is based on SAP, but it also requires the existence of an ensemble of universes which differ in a wide range of parameters. Without assuming that such an ensemble actually exists, the explanation doesn’t get of the ground. SAP would be true even if our universe is the only one, but it would then be unable to help explain the fine-tuning.


There is of course nothing strange about the fact that a tautology can be explanatorily relevant when combined with empirical premises. Obtaining or applying mathematical results often form an important part in bona fide scientific explanations of empirical phenomena. If those results are tautological, that does in no way diminish the explanatory contribution they make.

Now, one could argue that if a tautology is utterly trivial and obvious then it would be an overstatement to say that it is really a part of the explanation. We might say that the theorem that A&B implies A is not worthy of being called explanatory in any real sense. The observational selection effect expressed by the anthropic principles as defined by Leslie and its invocation in the explanation of fine-tuning may be fairly trivial, although perhaps not as utterly trivial as that, and so it could still make some claim to explanatory status. But we don’t need to argue about how trivial it is. We shall see later that the principles formulated by Leslie are not strong enough to do the required work. The stronger principle that I propose to replace them with, and the correct methods of applying it, will be definitely non-trivial (although not, I hope, unmanageably difficult either).

Barrow and Tipler’s definition of WAP

While Leslie’s explications of AP, WAP and SAP are on the right track, they are not the only ones that have been proposed. Physicists John Barrow and Frank Tipler in their 700-pages magnum opus of 1986, The Anthropic Cosmological Principle, introduce some rather different definitions/explications:

Weak Anthropic Principle (WAP): The observed values of all physical and cosmological quantities are not equally probable but they take on values restricted by the requirement that there exist sites where carbon-based life can evolve and by the requirement that the Universe be old enough for it to have already done so. ([Barrow, 1986 #36], p. 16)


The reference to ‘carbon-based life’ does not appear in Carter’s original definition. Indeed, Carter has explicitly stated that he intended the principle to be applicable “not only by our human civilization, but also by any extraterrestrial (or non-human future-terrestrial) civilization that may exist.” ([Carter, 1989 #134], p. 18). So it seems wrong to introduce the restriction to carbon-based life forms in the explication.


Restricting the principle to carbon-based life forms is a bad idea for another reason as well: it robs the principle of its tautological status. Indeed, it renders Barrow and Tipler’s position inconsistent, since they claim that WAP is a tautology. To see that WAP as defined by Barrow and Tipler is not a tautology, it is enough to consider that it is not a tautology that all observers are carbon-based. It is no contradiction to suppose that there are observers that are implemented on some other chemical element, and thus that there may be observed values of physical and cosmological constants that are not restricted by the requirement that carbon-based life evolves. Indeed, we may discover tomorrow that we are not carbon-based either, but instead, say, simulated creatures running on some silicon-based computer constructed by some very advanced civilization that may not be carbon-based either.


Realizing that the anthropic principle must not be restricted to carbon-based creatures is not a mere logical nicety. It is essential if we want to apply anthropic reasoning to hypotheses about other possible life forms that may exist or come to exist in cosmos. For example, when considering the Doomsday argument in chapter 3, this becomes crucial.

Additionally, limiting the principle to carbon-based life has the unfortunate side effect of encouraging a common type of misunderstanding of what anthropic reasoning is all about. It makes it look as if it were part of a project to restore Homo sapiens to its glorious role as the Pivot of Creation. For example, Stephen Jay Gould’s 1985-criticism ([Gould, 1985 #2]) of the anthropic principle is based on this misconception. That anthropic reasoning should be attacked from this angle ironic, considering that anthropic reasoning is anti-theological and anti-teleological in the sense that it holds up the prospect of an alternative explanation for the appearance of fine-tuning in our universe, which puzzlement forms the basis of the modern version of the teleological argument for the existence of a Creator. The fact that such radical misconceptions have been possible is indicative of the sorry state of anthropic methodology. Although there has been much progress since Gould wrote his dismissive remarks, much foundational and clarificationary work remains to be done.

Barrow and Tipler’s definition of SAP

Turning to SAP, Barrow and Tipler defines it as follows:

The Universe must have those properties which allow life to develop within it at some stage in its history. ([Barrow, 1986 #36], p. 21)

On the face of it, this is rather similar to Carter’s SAP-definition. The two definitions differ in one obvious but minor respect. Barrow and Tipler’s explication refers to the development of life. Leslie’s explication improves this to intelligent life. But Carter’s definition speaks of observers. “Observers” and “intelligent life” are not the same concept. It seems possible that there could be (and might come to be in the future) intelligent, conscious observers that were not part of what we call life – for example if they lack such properties as being self-replicating or having a metabolism etc. For reasons that will become clear later, I think that Carter’s formulation is superior in this respect. Not being alive, but being an (intelligent) observer is what matters for anthropic reasoning.

 
Another nit-pick on the Barrow and Tipler definition is that there might well be several distinct sets of properties that the universe could have, each of which would allow life to develop. Surely the universe is not required to have all of these sets of properties. Yet, that’s what seems to be implied on a literal reading of “must have those properties which allow life to develop”. Charity might suggest a different reading, but in view of Barrow and Tipler’s insistence that the life be carbon-based in their definition of WAP, it’s not altogether clear that there is not some misconception lurking behind the sloppy formulation.


Barrow and Tipler have each provided their individual formulations of SAP on other occasions, and then their definitions turned out to be quite different:

Tipler: … intelligent life must evolve somewhere in any physically realistic universe. ([Tipler, 1982 #154], p. 37)

Barrow: The Universe must contain life. ([Barrow, 1983 #123], p. 149)

These definitions state that life must exist, which implies that life exists. The other formulations of SAP we looked at, by Carter, Barrow & Tipler, and Leslie, all stated that the universe must allow or admit the creation of life (or observers). This is most naturally read as saying only that the laws and parameters of the universe must be compatible with life. Which does not imply that life exists. The various formulations are clearly not equivalent.


We are also faced with the problem of how to understand the “must”. What is its modal force? Is it logical, metaphysical, epistemological or nomological? Or even theological or ethical? The definitions remain highly ambiguous until the nature of the “must” is specified.


Barrow and Tipler list three possible interpretations of SAP in their monograph:

(A) There exists one possible Universe ‘designed’ with the goal of generating and sustaining ‘observers’.

(B) Observers are necessary to bring the Universe into being.

(C) An ensemble of other different universes is necessary for the existence of our Universe.

In my opinion, Barrow and Tipler are going off on a completely wrong track here. The anthropic principle is about observational selection effects, but none of these three definitions have anything to do with that.


Definition (A) points to the teleological idea that the Universe was designed with the goal of generating observers (spiced up with the added requirement that the “designed” Universe be the only possible one). Yet, anthropic reasoning is counter-teleological in the sense described above; taking it into account diminishes the probability that a teleological explanation of the nature of the universe is correct. And it is hard to know what to make of the requirement that the Universe be the only possible one. This is definitely not part of anything that follows from Carter’s original exposition.


(B) is identical to what John Wheeler had earlier branded the Participatory Anthropic Principle (PAP) ([Wheeler, 1975 #173; Wheeler, 1977 #172]). It echoes Berkelian idealism, but Barrow and Tipler want to invest it with physical significance by considering it in the context of quantum mechanics. Operating within the framework of quantum cosmology and the Many-Worlds Interpretation of quantum physics, they state that, at least in its version (B), SAP imposes a boundary condition on the universal wave function. For example, all branches of the universal wave function have zero amplitude if they represent closed universes that suffers a Big Crunch before life has had a chance to evolve. That is, such short-lived universes do not exist. “SAP requires a universe branch which does not contain intelligent life to be non-existent; that is, branches without intelligent life cannot appear in the Universal wave function.” ([Barrow, 1986 #36], p. 503). As far as I can see, this speculation is totally unrelated to anything Carter had in mind when he introduced the anthropic principle, and PAP is irrelevant to the issues we shall discuss in this dissertation. (For a critical discussion of PAP, see e.g. Earman [Earman, 1987 #29].)


Barrow and Tipler think that statement (C) receives support from the Many-Worlds Interpretation and the sum-over-histories approach to quantum gravity, “because they must unavoidably recognize the existence of a whole class of real ‘other worlds’ from which ours is selected by an optimizing principle.” ([Barrow, 1986 #36], p. 22). (Notice, by the way, that what Barrow and Tipler say about (B) and (C) indicates that the necessity these formulations refer to should be understood in the nomological sense, as physical necessity.) Again, this seems to have little do to with observational selection effects. It is true that there is a connection between SAP and the existence of multiple worlds. From the standpoint of Leslie’s explication, this connection can be stated as follows: SAP is only applicable (non-vacuously) if there is a suitable world ensemble; only then can SAP be involved in doing explanatory work. But in no way does anthropic reasoning presuppose that our universe could not have existed in the absence of whatever other universes there might be.

Barrow and Tipler’s book contains many interesting ideas. Providing suitable definitions and philosophical elucidation of the anthropic principles is probably the area in which it is weakest. Because it has been influential in this area, however, our brief critical examination seems motivated. We will shortly turn to the positive task of developing a better formulation of the anthropic principle. Before that, let’s consider a couple more definitions that also have ‘anthropic’ in their names.

Miscellaneous principles

Formulated by John Leslie ([Leslie, 1989 #8]), the Superweak Anthropic Principle states that:

If intelligent life’s emergence, NO MATTER HOW HOSPITABLE THE ENVIRONMENT, always involves very improbable happenings, then any intelligent living beings that there are evolved where such improbable happenings happened.” (p. 132; emphasis and capitals as in the original).

The implication, as Michael Hart ([Hart, 1982 #152]) has stressed, is that we shouldn’t assume that the evolution of life on an earth-like planet might not well be very extremely improbable. Provided there are enough earth-like planets, as there may in an infinite universe, then even a chance lower than 1 in 103,000 would be enough to ensure that life would evolve somewhere
. Naturally, what we would observe would be one of the rare planets were such an improbable chance-event had occurred. The Superweak Anthropic Principle can be seen as one particular application of WAP. It doesn’t add anything to what is already contained in Carter’s principles.

The Final Anthropic Principle (FAP) has been defined by Tipler ([Tipler, 1982 #154]), Barrow ([Barrow, 1983 #123])[1983] and Barrow & Tipler ([Barrow, 1986 #36]) as follows: 

Intelligent information-processing must come into existence in the universe, and, once it comes into existence, it will never die out.

What grounds are there for accepting FAP? Barrow and Tipler’s monograph gives the following motivation:

Suppose that for some unknown reason the SAP is true and that intelligent life must come into existence at some stage in the Universe’s history. But if it dies out at our stage of development, long before it has had any measurable non-quantum influence on the Universe in the large, it is hard to see why it must have come into existence in the first place. (p. 23)

Evaluating the strength of this argument may be left as an exercise for the reader.


The spirit of FAP is antithetic to Carter’s anthropic principle ([Carter, 1989 #134], [Leslie, 1985 #75]). FAP can lay no claim to any special methodological status; it is simply pure speculation. This is no say that there is anything illegitimate about the FAP per se. It is possible to interpret it simply as a scientific hypothesis and then go on to say interesting things about what empirical evidence there is in favor of it or against it. This is indeed what Barrow and Tipler do. Tipler later wrote a book [Tipler, 1994 #45] where he considers the implications of FAP in more detail. He proposes what he calls the Omega Point Theory. This theory assumes that our universe is closed, so that at some point in the future it will recollapse in a Big Crunch. Tipler tries to show that it is physically possible to perform an infinite number of computations during this Big Crunch, using the shear energy of the collapsing universe, and that the speed of the computer in the final moments can be made to diverge to infinity. Thus there could be an infinity of subjective time for beings that were running as simulations on such a computer. Tipler connects this physical eschatology, and the possibility of resurrecting every being that has ever lived, with familiar themes in Christian theology.


While some take offence of the way Tipler allows religious intuitions to guide his scientific theorizing, it should be recognized that the Omega Point Theory does also represent a well-formed scientific hypothesis. It can be empirically tested, and if present data suggesting that our universe is open are confirmed, then the Omega Point Theory will indeed be falsified. (Tipler himself acknowledges that.) The point I want to emphasize here is only that FAP is not in any way an application or a consequence of anthropic reasoning. (Which is not to say that anthropic reasoning could not potentially have a bearing on how evidence for speculations such as FAP should be evaluated – for example via the Doomsday argument.)


Cirkovic and Bostrom ([Cirkovic, 1999 #46]) have suggested replacing FAP with what we call the Final Anthropic Hypothesis (FAH), which simply says that intelligent information processing will never die out. We then consider this hypothesis in light of current data and cosmological theory. We find, for instance, that recent evidence for a large cosmological constant
 ([Perlmutter, 1998 #174], [Reiss, 1998 #175]) only makes the situation worse for Tipler’s Omega Point Theory. There are however some other possible ways in which FAH may be true which cannot be ruled out at the present, involving poorly understood mechanisms in quantum cosmology. There are also question marks regarding which of these possible scenarios would be probabilistically acceptable in view of anthropic constraints. Studying the FAH is a legitimate research objective, not because there is any particular a priori or methodological reason to think that FAH is true, but because it just seems an interesting question whether intelligent observers will exist for an infinitely long time.


Explicating FAP as an empirical conjecture, such as FAH, is the only way of avoiding the accusation of Martin Gardner, who in a his review ([Gardner, 1986 #182]) of Barrow and Tipler’s book charges that FAP is more accurately named CRAP, the completely ridiculous anthropic principle.

Inadequacy of the previous formulations

The proposed “anthropic principles” we have discussed can be grouped into three categories:

1. Propositions that express some kind of methodological constraint related to observational selection effects. Examples are WAP, SAP, and the Superweak Anthropic Principle, as interpreted by Leslie, and WAP (and possibly SAP) as interpreted by Carter.

2. Propositions that express some empirical hypothesis. FAH falls in this category, as does WAP as understood by Barrow and Tipler (although their formulation does not accurately express this).

3. Propositions that are too murky or ambiguous to make any clear sense without further specification. SAP (as formulated by Barrow and Tipler) as well as PAP and FAP may fall into this category, although there is the possibility of explicating them into well-formulated empirical hypotheses. Some of the explications Barrow and Tipler suggest of SAP, PAP and FAP can be placed in category 2.

There is nothing wrong in general with Barrow and Tipler’s playing with quite vague hypotheses that can then be explicated in various ways. This is often a useful strategy, especially in frontier science. In this particular case, however, being more precise about what we mean when we appeal to an anthropic principle is now long overdue.


For present purposes, it is the formulations in category 1 that are relevant. These all express aspects of anthropic reasoning, understood in Carter’s sense as having to do with observational selection effects. Yet they are insufficient. They cover only a set of very special cases and do not give an adequate expression of the idea that underlies the most important applications of anthropic reasoning.


Consider a paradigmatic application of anthropic reasoning: providing a potential explanation of the appearance of fine-tuning. Let’s suppose that the empirical precondition of such an application is satisfied, that is, that there is an ensemble of actually existing universes that differ in suitable ways with respect to their fundamental parameters and magnitudes of physical constants. Adopting recent terminology we shall call such an ensemble a multiverse. What the anthropic thinker would then like to say is that since intelligent life exists only in the subset of universes which are fine-tuned, the theory that there is this multiverse predicts that we should expect to observe a fine-tuned universe (and thus that the theory is supported to some extent by available data). Let’s grant for the time being that this line of inference can be defended against the methodological objections that have been raised against it. (We shall examine some of those objections later and see that they can indeed be met.) The reasoning still doesn’t work quite as intended, for it rests on the claim that intelligent life only exists in the subset of universes which are fine-tuned. But that need not be the case. In a sufficiently huge multiverse, there will also be some observers in non-tuned universes. For example, Hawking radiation from evaporating black holes is completely random in such a way that there is a finite chance that any object – such as an intelligent observer – will pop into existence outside a black hole. This finite chance is astronomically small, but never mind. If the multiverse contains a sufficient number of black holes then it is highly likely that some observers will come into existence that way. For such multiverses, then, one crucial premiss of the suggested anthropic argument is false and so the argument is not sound. SAP (which we here understand in Leslie and Carter’s sense) does not give us what we need to provide an anthropic explanation for fine-tuning in such multiverses. It is not true that we couldn’t have observed a universe that weren’t fine tuned for life – we could.


It is not farfetched that a multiverse should be sufficiently large to make it probable that intelligent observers are generated from Hawking radiation (or other random phenomena, such as thermal motion). Since thermal motion and Hawking radiation and other quantum fluctuations can occur also in non-tuned universes (ones, say, where constants don’t generally favor formation of stars or complex chemistry etc.), such observers will be generated also in non-tuned universes within the multiverse. Almost all multiverse theories that have been proposed share that feature. Many multiverse theories postulate an infinite ensemble of universes. Even those that contain only a finite number might still contain sufficiently many. And even a mulitverse theory that only postulated a moderate number of different universes would still be covered by this objection, if some of the universes in it were spatially infinite (or finite but big enough). Considering that current evidence strongly suggests that our universe is spatially infinite
, this is a very plausible assumption.


The SAP-explanation of the apparent fine-tuning, therefore, does not work for real multiverse theories that have been proposed. The SAP-explanation uses the assumption that there are no observers in non-tuned universes, and this assumption is false in nearly all plausible multiverse theories.


It may appear that this is a relatively superficial objection, based on the technical point that a few freak observers will probably arise in non-tuned universes. It could be thought that this shouldn’t really matter, because it will still be true that the overwhelming majority of all observers in the multiverse will live in fine-tuned universes and will have evolved through more ordinary processes that can only take place under special conditions (fine-tuning). So if we only modify SAP slightly, to allow for a small proportion of all observers living in non-tuned universes, we could make the explanation go through.


I suggest that this is exactly on the right line! The presence of the odd observer in a non-tuned universe changes nothing essential. And SAP should be modified or strengthened to make this clear. The idea would be that as long as the vast majority of observers are in fine-tuned universes, and the ones in non-tuned universes form a small minority, then what the multiverse theory predicts is that we should (with overwhelming probability) find ourselves in one of the fine-tuned universes. That we observe such a universe would thus be precisely what such a multiverse theory predicts, and so would tend to confirm that theory to some degree. A multiverse theory of the right kind, coupled with this ramified version of the anthropic principle, could account for the apparent fine-tuning of our universe. (At least if we set aside any other philosophical objections we might have against this whole approach – objections that would apply equally to purported explanations that used only SAP.)

The Copernican anthropic principle

Astrophysicist Richard Gott III has formulated what he calls the Copernican anthropic principle, which moves towards making the required strengthening of SAP:

[T]he location of your birth in space and time in the Universe is privileged (or special) only to the extent implied by the fact that you are an intelligent observer, that your location among intelligent observers is not special but rather picked at random from the set of all intelligent observers (past, present and future) any one of whom you could have been. ([Gott, 1993 #13], p. 316)

This definition comes closer to giving an adequate expression of the idea behind anthropic reasoning than any of the others we have examined. It introduces the idea of randomness that could be applied to the multiverse example we are considering: Yes, you could have lived in a non-tuned universe, but if the vast majority of observers live in fine-tuned universes, then the multiverse theory predicts that what you should (very probably) observer is a fine-tuned universe.

One problem with Gott’s definition is that it makes some problematic claims which may not be essential to anthropic reasoning. It says that your location was “picked at random”. But who or what did the picking? Maybe that is too naïve a reading. Yet the expression does suggest that there is some kind of physical randomization mechanism of at work, which so to speak selects a position for you to be born at. One could imagine a possible world where this would be an appropriate description of what’s going on. Suppose God, after having created a multiverse, posted a world map on the wall of His celestial abode, and then took a few step back and threw darts at the map, creating bodies wherever they hit the map, and sending down souls to inhabit these bodies. Alternatively, maybe one could imagine some sort of physical apparatus, perhaps involving a time travel machine that could move around in spacetime and distribute observers in a truly random fashion. But what evidence is there that any such randomization mechanism? None, as far as I can tell. Maybe some subtler and less farfetched scenario could be conceived that would lead to the same result, but anthropic reasoning would be very tenuous indeed if it had to rely on such suppositions. As we shall see, however, that is not the case.


Also, the assertion that “you could have been” any of these intelligent observers that will ever have existed is problematic. We may ultimately have to confront this problem, but it can be nice to have a definition that does not preempt that discussion.


Both of these points are relatively minor quibbles. One could reasonably explicate Gott’s definition so that it comes out right in these regards. A much more serious difficulty with Gott’s approach will be discussed when we examine the Doomsday argument in a later section. We will therefore work with a slightly different version of Gott’s principle, which sidesteps these difficulties.

The Self-Sampling Assumption

The preferred explication of the anthropic principle that I shall use as a starting point for the subsequent investigation is the following, which we can call the Self-Sampling Assumption:

(SSA) Every observer should reason as if she were a random sample drawn from the set of all observers.

We shall elaborate on this as we go along, but some clarifications can be made right away. I use observer as a technical term for whatever sort of entity is such that one should reason as if one were randomly selected from the class of all those entities. What this class is, is something we shall discuss later. It is intended to include at least you and me and other beings that are “like us” in relevant ways. We shall call the class of all observers that will ever have existed the reference class.


The above formulation of SSA is vague in at least two important respects: What counts as an observer? And what is the sampling density with which you have been sampled? The resolution of these areas of vagueness matters a lot for what empirical predictions you get from applying SSA in concrete applications. However, while it is important to examine these issues (and we shall do that in later sections), many interesting philosophical problems in anthropic reasoning do not hinge on them. We can sidestep the potentially problematic areas of vagueness by making the following simplifying assumptions:


Consider an imaginary world where we have no borderline cases of what counts as an observer and where the observers are sufficiently similar to each other to justify using a uniform sampling density (rather then one, say, where long-lived observers get a proportionately greater weight). Thus let’s suppose (merely for the sake of illustration) that the only observers are human beings on the planet Earth, that we have no evolutionary ancestors, that all humans are fully self-aware and are knowledgeable about probability theory and anthropic reasoning, etc., that we all have the same life span and that we are equal in any other arguably relevant respect. Assume furthermore that each human has a unique birth rank, denoting her temporal position in the human species
, and that the total number of humans that will ever have lived is finite.


Under these assumptions, we get as a Corollary from the SSA that
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where N is the total number of people that will have lived and R is the birth rank of the particular person doing the reasoning. I call this expression “D” because, as we shall see later, it is used in the derivation of the Doomsday argument.


Other observational selection principles are special cases of SSA. Recall that we divided proposed anthropic principles into three categories and argued that only those in category 1 (i.e. propositions that express some kind of methodological constraint related to observational selection effects) where properly regarded as expressions of anthropic reasoning in Carter's original sense. This category included WAP, SAP, and the Super-weak Anthropic Principle, as understood by Leslie, and WAP and possibly SAP as understood by Carter. Some statements from category 3 (“muddled formulations”) might also be explicated so as to belong in category 1. SSA is also to be placed in category 1 (as is Gott’s Copernican Anthropic Principle, on my preferred reading of it).


The other principles in category 1 are best seen as special instances of SSA. If a theory T says that there is only one universe and some regions of it contain no observers, then WAP says that T predicts that we don’t observe one of those observerless regions. (That we don’t observe it “from the inside”, that is. If the region where observable from a region where there are observers, then obviously it could be observable by those observers.) SSA yields the same result, since if there is no observer in a region, then there is zero probability that a sample taken from the set of all observers will be in that region, and hence zero probability that you should observe that region, given the truth of T.


Similarly, if T says there are multiple universes, only some of which contains observers, then SAP (in Leslie’s sense) says that T predicts that what you should observe is one of the universes that contain observers. SSA says the same, since it assigns zero sampling density to being an observer in an observerless universe.


We shall consider in later sections ways to generalize D. SSA and its corollaries are to be understood as methodological prescriptions, stating how probabilistic inferences are to be made in certain cases. SSA can be seen as an instance of the principle of indifference. The principle of indifference, as it is nowadays commonly construed, is inconsistent; but that doesn’t mean that some restricted versions of it cannot be plausible requirements of rationality in certain contexts. In the next chapter, we will provide several arguments for adopting SSA. It will, however, not be a major concern for our purposes whether SSA is strictly a “requirement of rationality”. It suffices if many intelligent people do in fact – on reflection – have a subjective prior probability function that satisfies SSA. If that is acknowledged, it will follow that investigating surprising consequences for important matters that flow from SSA will be worth the effort.

� A similar definition was formulated by Barrow in 1983:





[The] observed values of physical variables are not arbitrary but take values V(x,t) restricted by the spatial requirement that x ( L, where L is the set of sites able to sustain life; and by the temporal constraint that t is bound by time scales for biological and cosmological evolution of living organisms and life-supporting environments. ([Barrow, 1983 #123], p. 147)





� The figure 1 in 103,000 is Hart’s most optimistic estimate of how (un)likely it is that the right molecules would just happen to bump into each other to form a short DNA string capable of self-replication. As Hart’s himself recognizes, it is possible that there exists some as yet unknown abiotic process that could bridge the gap between amino acids (which we know can form spontaneously in suitable environments) and DNA-based self-replicating organisms. Such a bridging process could dramatically improve the odds of life evolving. There are proposals for what these processes could be – for example, self-replicating clay structures, or maybe something related to Stuart Kaufmann’s autocatalytic sets – but we are still very much in the dark about how life got started on Earth, or what the odds are of that happening on a random earth-like planet.


� Barrow and Tipler do warn their readers that FAP is “quite speculative” and that it should not “be regarded as well-established principles of physics” (p. 23). They issue the same disclaimer about SAP. If SAP is understood in accordance with Leslie’s explication then that reservation of course becomes inappropriate.


� A non-zero cosmological constant has been considered desirable from several points of view in recent years, because it would be capable of solving the cosmological age problem and because it would arise naturally from quantum field processes (see e.g.  [Klapdor, 1986 #183], [Singh, 1995 #184], [Martel, 1998 #185]). A universe with a cosmological density parameter � EMBED Equation.2  ���, and a cosmological constant of about the suggested magnitude� EMBED Equation.2  ���, would allow the formation of galaxies ([Weinberg, 1987 #186], [Efstathiou, 1995 #187]) and would last long enough for life to have a chance to develop.


� Evidence favors the hypothesis that our universe is open. On the simplest topology (which is generally assumed in Big Bang theory) an open or flat universe is spatially infinite at every point in time – containing infinitely many galaxies, stars, planets etc. ([Martin, 1995 #188]). The observable universe is finite, but only a small region of the whole is observable. It is quite common to encounter misconceptions on this point, even among people who are otherwise quite knowledgeable about the Big Bang theory. One (fallacious) intuition that may underlie the belief that an open universe is spatially finite at any point in time and only becomes infinite in the temporal limit, is that the universe came into existence at some spatial point in the Big Bang. A better way of picturing things is to imagine space as an infinite rubber sheet, which stars being buttons attached to it. As we move forward in time, this rubber sheet is stretched in all directions, so the stars glide further apart. Going backwards in time, we imagine the buttons coming closer together until, at “time zero”, the density of the (still spatially infinite) universe becomes infinite everywhere.


� We are also assuming here that the Self-Indication Assumption (which we will define and discuss in a later section) is false.
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